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DEEP REINFORCEMENT LEARNING-BASED MAPLESS NAVIGATION ALGORITHM
FOR HUSKY ROBOT WITH ADAPTIVE CURRICULUM LEARNING

Background. Mobile wheeled robots are widely used today in internal logistics environments of various industries, in
particular in warehouses, production shops and sorting centers. However, in such environments, the robot operates
under conditions of high variability, where the configuration of aisles, the placement of loads and the presence of people
can change in real time. Therefore, the development of autonomous navigation of the robot in complex and dynamic
environments is becoming one of the key tasks of robotics.

Objective. To improve navigation efficiency in dynamic mapless logistics environments, this work introduces an adap-
tive machine learning method based on curriculum Reinforcement Learning (RL) for four-wheeled autonomous robots.
Methods. To achieve the set goal and solve the tasks of autonomous navigation in logistics environments, a compre-
hensive methodological approach was used, based on the following methods:

— Simulation Method: using the PyBullet physical engine to create a virtual logistics environment. This allowed
for safe and high-repetition training, simulating the real-world kinematics of the Husky four-wheeled robot;

— Deep RL Methods: application and comparison of three state-of-the-art architectures: Soft Actor-Critic (SAC),
Proximal Policy Optimisation (PPO), Twin Delayed DDPG (TD3);

— Adaptive Curriculum Learning (ACL): a step-by-step learning technique that automatically changes the com-
plexity of the environment (number and speed of obstacles) depending on the current success of the agent. This avoids
the degradation policy at early stages.

Results. The combination of ACL of the Husky mobile robot in complex dynamic environments and hybrid reward
functions increased the navigation success rate by 35—40 % compared to direct learning in complex scenarios. The
conducted comparative analysis of machine learning algorithms demonstrated the highest adaptability to non-stationary
conditions and the best efficiency of using experience is the SAC algorithm, which achieves success in 89 % of cases of
application with a minimum number of collisions.

Conclusions. This paper proposes an algorithm for mapless navigation of the autonomous mobile robot Husky in
complex dynamic environments is proposed, based on a combination of adaptive learning and a physically interpreted
hybrid reward function. Experiments conducted in the PyBullet simulator confirmed that a stepwise and adaptive in-
crease in the complexity of the environment stabilises the learning process of modern deep RL algorithms (PPO, SAC,
and TD3).

Keywords: machine learning with reinforcement; navigation without cartography; mobile robots; control systems; robot
autonomy.

Introduction

Autonomous navigation is a crucial functio-
nal capability for mobile robots widely deployed in
indoor logistics environments, such as warehouses,
manufacturing plants, and sorting centres. In these
settings, robots operate under highly dynamic con-

ditions where the configuration of aisles, placement
of cargo, and presence of humans can change in
real time. This significantly complicates the use of
classical navigation approaches based on accurate
maps, prior localisation, and global path planning,
which often require substantial computational re-
sources or regular of map updates. In many prac-
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tical scenarios, such approaches are either con-
strained or economically unfeasible. An alternative
to traditional methods is mapless navigation, which
involves reaching a goal based on local sensor ob-
servations without constructing a global map of the
environment. This approach is particularly attrac-
tive for dynamic and unstructured logistics spaces
where the environment is partially observable and
non-stationary. Recent advancements in RL have
enabled the implementation of end-to-end naviga-
tion policies that directly map sensory data to con-
trol actions, thereby reducing reliance on complex
mapping and planning modules. Notably, mapless
navigation based on Light Identification, Detection
and Ranging (LiDAR) technology data combined
with RL algorithms has gained popularity due to
LiDAR’s robustness to illumination changes and
its ability to accurately capture the geometry of sur-
rounding obstacles. Machine learning algorithms
such as PPO, SAC, and TD3 demonstrate high
effectiveness in relatively simple or static environ-
ments. However, their performance significantly
deteriorates in complex dynamic logistics scenarios
characterised by moving obstacles, dense traffic,
and non-stationary dynamics.

A key challenge in such conditions is the insta-
bility of the learning process. As the complexity of
the environment increases, standard RL algorithms
often exhibit unstable policy evolution, slow con-
vergence, or a complete failure to form a reliable
navigation strategy. This indicates towards a prob-
lem related to the lack of effective mechanisms for
managing task complexity during training for map-
less navigation in dynamic and non-stationary en-
vironments. One promising approach to overcome
this challenge is Curriculum Learning (CL), which
involves gradually increasing task complexity during
training. By extending this concept, ACL enables
automatic adaptation of environment complexity
according to the agent’s current learning level, crea-
ting the necessary prerequisites for forming robust
and generalisable navigation strategies in complex
logistics environments.

Analysis of Previous Works and Publications

In contemporary research, Deep Reinforce-
ment Learning (DRL) is actively applied for ma-
pless navigation of mobile agents and local obsta-
cle avoidance. Studies show that DRL agents can
directly map local sensor data to continuous con-
trol actions, enabling robots to reach goals without
constructing a global map or complex localisation.
Notably, classical DRL approaches using the PPO

algorithm demonstrate the ability to navigate in rela-
tively simple or static environments by training an
agent to avoid obstacles and move towards a tar-
get. However, these approaches are limited in cases
of high complexity and dynamics, where statistical
properties of observations may change during ope-
ration [1].

Current research continues to develop Adap-
tive Reinforcement Learning (ARL) methods for
realistic navigation scenarios. For example, in the
context of indoor logistics, a DRL scheme with
an automatic learning curriculum (NavACL-Q)
was proposed, combining SAC with automatic task
complexity adaptation. This contributes to impro-
ving the quality of navigation policies compared to
classical mapping approaches in complex warehouse
environments [2].

The CL concept has been proposed as a strate-
gy for gradually transitioning from simpler to more
complex tasks, enhancing convergence speed and
learning stability for RL agents [3]. In robotics,
CL is often implemented through the manual adju-
stment of training environment parameters — for
instance, sequentially increasing obstacle density
or the complexity of dynamics. However, such ma-
nual strategies are ineffective for complex scenarios
with high-dimensional observation spaces because
they do not adapt to an agent’s individual progress.
Modern approaches to ACL propose the automatic
assessment of an agent’s progress with subsequent
dynamic adjustment of environment complexity,
leading to improved overall RL policy performance
[4]. These methods have shown promise for naviga-
tion tasks in partially observable environments with
varying complexity. However, their real-time appli-
cation in non-stationary logistics remains a subject
of ongoing research.

One of the key challenges in applying DRL to
autonomous navigation is the gap between Simula-
tion and Real-world conditions (Sim-to-Real gap)
[5]. An agent trained in a simulator often exhibits
a significant performance drop when transferred to
a physical platform due to discrepancies in the en-
vironment model, sensor noise, dynamics, etc. To
address this issue, domain randomisation is wide-
ly used. It involves varying physical parameters of
the environment during training, enabling the agent
to learn more generalised policies. Furthermore,
combining Sim-to-Real approaches with adaptive
methods like ACL or domain randomisation can
significantly improve the stability of transferring a
navigation policy from simulation to reality, con-
tributing to more reliable operation of autonomous
systems in practical logistics scenarios.
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Despite significant progress in developing ma-
pless navigation methods based on RL, most exis-
ting approaches remain limited to relatively simple
or quasi-dynamic environments and do not ensure
stable learning under conditions of high density
of moving obstacles and non-stationary dynamics.
ACL methods and Sim-to-Real approaches show
considerable potential, but their integration into a
unified framework for mapless navigation of four-
wheeled mobile robots in complex logistics environ-
ments remains insufficiently explored. This justifies
the need for further research aimed at developing
adaptive learning strategies capable of ensuring sta-
bility, generalisation, and practical applicability of
navigation policies in real-world dynamic condi-
tions.

The purpose of this work is to improve the
efficiency of mapless navigation for a four-wheeled
autonomous mobile robot in dynamic logistics envi-
ronments by applying ARL based on a curriculum.

Materials and Results of the Research

For the study of mapless navigation of an auto-
nomous mobile robot, a virtual environment was
developed in the PyBullet simulator, providing re-
alistic modeling of contact dynamics, friction, and
kinematics. The environment is designed to repro-
duce typical indoor logistics scenarios, particularly
warehouse and manufacturing spaces with narrow
aisles and various obstacles. As the robotic platform,
a Husky robot model [6] was used, which is widely
applied in autonomous navigation research and well
replicates the dynamics of real-world ground mobile
robots. The agent’s state is defined by local sensor
observations represented by LiDAR data, providing
real-time information about the geometry of sur-
rounding obstacles.

The simulated virtual environment (Fig. 1) re-
presents a spacious enclosed space with rigid walls
that limit the robot’s working zone and prevent it
from exiting the simulation. The floor surface is
level and homogeneous. In the central part of the
scene, a mobile robot is placed, and the target state
is marked by a green spherical object whose posi-
tion is randomly initialised for each episode. This
task setup prevents memorising fixed trajectories
and stimulates the formation of a generalised na-
vigation policy. Obstacles in the environment differ
in spatial arrangement, orientation, geometric di-
mensions, and dynamic properties. Some objects
are static (marked red), while others are dynamic
(marked blue) and move along stochastic trajec-
tories.

Fig. 1. Virtual environment featuring the agent, target, static red,
and dynamic blue obstacles

At the beginning of each episode, all obstacles
are initialised in random positions, ensuring a vari-
ety of scenarios and increasing learning complexity.
The green and red rays on the visualisation corre-
spond to LiDAR measurements. Green rays repre-
sent free directions of movement, while red ones
signal the detection of obstacles or their dangerously
close proximity. This sensory information is used by
the agent to make real-time decisions.

Learning in a Static Environment. In the first
stage of research, PPO, SAC, and TD3 algorithms
were trained in a relatively simple static environment
with fixed obstacles. Dynamic objects were absent at
this stage, and the scene configuration remained un-
changed within a single episode.

The stage aimed to:

— verify the correctness of the environment im-
plementation and reward function;

— assess the basic ability of the algorithms to
develop a navigation policy;

— establish benchmarks for further compara-
tive analysis in more complex and dynamic envi-
ronments.

Training of each algorithm was conducted over
one million episodes, under identical simulation
conditions and with comparable hyperparameters.
The main performance indicator used was the suc-
cess rate, defined as the proportion of episodes in
which the robot successfully reached the target with-
out collisions.

Fig. 2 shows the dynamics of changes in the
navigation success rate depending on the number
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Fig. 2. Comparison of algorithms in a static environment over one million episodes:
1 —PPO, 2 —TD3, 3 — SAC

of training episodes. It is visible that all three al-
gorithms demonstrate gradual growth in efficiency,
confirming their ability to form a correct obstacle
avoidance policy and reach the goal in a static en-
vironment.

The PPO algorithm is characterised by a
smoother and more stable learning curve; howe-
ver, it requires a larger number of episodes to
achieve a high level of success. Conversely, SAC
and TD3 demonstrate significantly faster initial
convergence, achieving a success rate of over 0.8
in the early stages of training but are characterised
by more pronounced fluctuations during further
optimisation.

During the experiments, all three algorithms
demonstrated the ability to learn correct obstacle
avoidance behaviour and reach the goal in a static
environment. However, differences were found in
convergence speed and learning stability.

Specifically, PPO provided the most stable
optimisation process, making it a reliable baseline
method, but was characterised by slower conver-
gence. The SAC and TD3 algorithms had higher
sample efficiency, allowing them to achieve high
success rates more quickly, but they were also more
sensitive to hyperparameter choices and exhibited
greater fluctuations during training. Table 1 demon-
strates the results of algorithm training in a static
environment under identical simulation conditions
and matched hyperparameters.

Table 1. Algorithm Training Results

Indicators PPO SAC TD3
Success rate 0.82 0.95 0.83
Collision rate 0.08 0.03 0.08
A"eg‘:lgreateig:"de 160 230 210
Number of one one one
training episodes | million million million

Learning in Complex Dynamic Environments.
The next stage of the research involved complica-
ting the simulation environment by adding dyna-
mic obstacles that change their position during epi-
sodes. This environment is non-stationary, as the
state distribution changes over time, and the be-
haviour of the surroundings cannot be considered
fixed or completely predictable. In these conditions,
the agent must not only avoid collisions with sta-
tic objects but also adapt its control policy to mo-
ving obstacles, which significantly complicates the
learning process. Training of PPO, SAC, and TD3
algorithms was conducted over one million episodes
under similar hyperparameters as in the static envi-
ronment to ensure proper result comparison.

The conducted experiments showed that under
these conditions, standard RL algorithms face sig-
nificant difficulties, namely:

— unstable policy parameter updates;
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— slow convergence or its complete absence; Table 2. Algorithm Training Results
— increasing number of collisions with ob- -
. Indicators PPO SAC TD3
stacles;
— significant fluctuations in cumulative reward Success rate 0.28 0.42 0.38
between episodes. Collision rate 0.78 0.54 0.63
. Fig. 3 shows the dynamics of. changes in the Average episode
navigation success rate in a dynamic environment. duration 530 410 480
Unlike the static case, none of the investigated al- Numbor of trali
gorithms demonstrates stable and monotonic con- umber-o drammg c‘>lr11'e c.>1r11'e (')l?'e
vergence. The Success Rate values remain relatively eprsodes mitton mrton miton

low and are characterised by significant fluctuations
throughout the entire learning process.

The PPO algorithm demonstrates the most sta-
ble but low-efficiency behaviour, failing to achieve
high success rates even after prolonged training. The
SAC and TD3 algorithms show slightly better re-
sults; however, their learning is accompanied by sig-
nificant fluctuations and policy degradation at later
stages, indicating high sensitivity to environment
non-stationarity.

The results indicate that a classic approach
to RL without explicit mechanisms for managing
task complexity is insufficient for forming a reli-
able navigation policy in complex dynamic envi-
ronments. Even algorithms with high data sampling
efficiency prove incapable of consistently generali-
sing experience in the presence of moving objects.
Table 2 demonstrates the results of algorithm trai-
ning in a complex dynamic environment.

Success rate

100k 200k 300K 400k

Applying ACL. To overcome the identified
problems of instability and low convergence of algo-
rithms in complex dynamic environments, this work
proposes using the ACL approach. Its key idea lies
in gradually and adaptively increasing the complexi-
ty of the learning environment based on the agent’s
current performance indicators. This allows for re-
ducing task complexity in the early stages of training
and avoids policy degradation.

Within the proposed approach, the following
environment parameters were adaptively changed:
the number of static and dynamic obstacles, the
movement speed of dynamic objects, the initial dis-
tance to the goal, and the sensor noise level. Training
each algorithm began in a simplified environment
with a minimal number of obstacles and low dy-
namics, after which the complexity of the environ-
ment gradually increased under the condition that

500k 600k 700k 800k 900k

Number of episodes

Fig. 3. Comparison of algorithms in a complex dynamic environment over one million episodes:

1 — PPO, 2 — TD3, 3 — SAC
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the agent achieved predetermined efficiency criteria.
These criteria included stable growth of cumulative
reward and reduced collisions.

The proposed strategy enabled forming a more
stable learning process and ensured smooth adap-
tation of the control policy to the increasing task
complexity. Unlike direct training in a dynamic en-
vironment, using ACL reduced fluctuations in po-
licy parameters and prevented sharp performance
degradation between episodes (Fig. 4).

Experimental results showed that using ACL
significantly improves learning stability, accelerates
algorithm convergence, and reduces the number of
collisions in complex dynamic environments com-
pared to training without a curriculum strategy. The
most noticeable effect was observed for the SAC and
TD3 algorithms, which, under conditions of adap-
tive environment complexity increase, demonstrated
more stable cumulative reward growth and superior
generalisation capabilities. Table 3 shows the results
of algorithm training following an adaptive learning
program.

A comparative analysis of the learning results
in static, dynamic, and curriculum-oriented envi-
ronments confirmed the appropriateness of using
an adaptive approach to forming training scenarios.
Combining RL algorithms with ACL mechanisms
allows overcoming the limitations of classical me-
thods and increasing the efficiency of mapless na-
vigation for autonomous mobile robots in complex

Success rate

and non-stationary environments. Table 4 shows the
results of algorithm training.

Conclusions

The paper presents an algorithm for mapless
navigation of a Husky autonomous mobile robot in
complex dynamic environments, based on combi-
ning ACL and a physically interpretable hybrid re-
ward function. Experiments conducted in the PyBul-
let simulator confirmed that stepwise and adaptive
increase in environment complexity is a key factor
in stabilising the training process of modern DRL
algorithms, specifically PPO, SAC, and TD3.

Experimental results confirmed the effective-
ness of the proposed approach based on ACL for
mapless robot navigation in complex dynamic envi-
ronments. It was shown that stepwise and adaptive
complication of the environment eliminates policy
degradation and ensures stable convergence of PPO,
SAC, and TD3 algorithms, increasing the navigation
success rate by 35—40 % compared to direct training
in complex scenarios.

Comparative analysis showed that the SAC
algorithm demonstrates the highest adaptability to
non-stationary conditions and the best sample ef-
ficiency, achieving a success rate up to 89 % with
a minimal number of collisions. Additionally, it
was established that the proposed hybrid reward
function with physical interpretation contributes to

500k SO0k Tk 80k 00k

Number of episodes

Fig. 4. Comparison of algorithms using ACL in a complex dynamic environment over one million
episodes: 1 — PPO, 2 — TD3, 3 — SAC
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Table 3. Algorithm Training Results

forming smoother and more stable movement trajec-
tories, which increases the suitability of learned poli-
cies for further transfer to real robotics platforms.

However, this research has certain limitations.
All experiments were conducted in the PyBullet

Indicators PPO SAC D3 simulator, leaving the challenge of the Sim-to-Re-
Success rate 0.88 0.92 0.84 al gap open for further investigation. Moreover, the
Collision rate 0.9 0.02 0.07 used LiDAR sensor model with a limited number of

Average episode beams may be insufficient for correctly identifying
duration 305 360 340 small or complex objects in real conditions. Further
Number of training one one one research will focus on implementing learned models
. - - - on a real four-wheeled mobile robot and developing
episodes million million million

mechanisms for memory and motion prediction of
dynamic obstacle using modern neural network ar-

chitectures.

Table 4. Comparison of algorithm learning results by success rate in different simulation environments

(1]

2]

3]

[4]

(5]

(6]

Algorithms Static D}/namic ACL apd dynamic
environment environment environment

PPO 82 % 28 % 88 %

SAC 95 % 42 % 92 %

TD3 83 % 38 % 84 %
Number of training one one one

episodes million million million
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[.B. Metpenko, A.T". MNMpoTacos

ANFOPUTM BE3KAPTOIMPA®IYHOI HABITALIT POBOTA HUSKY HA OCHOBI MOAEJNEM TMWBOKOTO HABYAHHSA
3 NIAKPIMNEHHAM TA ADANTUBHOIO HABYAJIBHOI O MNAHY

Mpo6nemartuka. MobinbHi konicHi poboTH CbOroAHi LLMPOKO 3aCTOCOBYHOTb Y BHYTPILLHIX JTOMICTUYHUX CEPEAOBULLAX PI3HOMAaHITHUX

BUPOOHMLTB, 30KpeMa Ha cknagax, y BUPOOHUYMX Liexax i copTyBanbHUX LeHTpax. BTiM, y Takux cepenoBuax poboTun yHKUIOHYOTb
3a YMOB BMCOKOI MIiHNMBOCTI, A€ KOH(irypauisi npoxoaiB, PO3MilLleHHsI BaHTaXIB i MPUCYTHICTb MoAeN MOXyTb 3MIHIOBATUCH B PEXUMI
peanbHoro Yacy. OTxe, pO3BMTOK aBTOHOMHOI HaBirauii poboTiB y CknagHux i AMHaMIYHUX CepefoBULLAX CTAE OAHIED i3 KNIOYOBUX 3aaay
POBOTOTEXHIKN.

MeTa. MeToto uiei poboTn € nigBuLLeHHA edeKTMBHOCTI HaBirauii 6e3 kapTorpadii YOTUPUKOMICHOTO aBTOHOMHOIO MOGiNbHOro

po60Ta B AVUHAMIYHUX NOFICTUYHMX cepenoBuLLax WIAXOM 3aCTOCyBaHHA aganTUBHOINO MallMHHOIO HaB4aHHA 3 I'Ii,quiI'IJ'IeHHFlM Ha OCHOBI
HaB4anbHOro nnaxHy.

MeToauka peanisauii. [1na peanisauii noctaBneHoi MeTu 6yrno BUKOPUCTaHO KOMMMEKCHUIA METOAONONYHUIA Niaxia, WO I'PYHTYETbCA

Ha Takux mMetogax:



ABTOMATU3ALIA, KOMMTIOTEPHO-IHTEFPOBAHI TEXHONOTIT TA POBOTOTEXHIKA 43

— MeToZ iMiTauiiHOro MoAentoBaHHs (CUMynsUist) 3 BUKopucTaHHsaM dpisnyHoro pyuwiss PyBullet ans ctBopeHHs BipTyanbHoro
noricTU4HOro cepenoBuLLa, WO A03BONWUMO 6e3neyHo i 3 BUCOKOK YacTOTO iTepalil MPOBOAWUTU HaBYaHHS, MOAEMOYM peanbHy
KiHemaTuky YyoTupukonicHoro pobota Husky;

— MeToaM rmMMBOKOro HaBYaHHS 3 MiAKPINNEHHAM AN 3aCTOCYBaHHS i MOPIBHSHHS TPbOX CyyYacHUx apxitekTyp: Soft Actor-Critic
(SAC), Proximal Policy Optimization (PPO), Twin Delayed DDPG (TD3);

— MeTopA aAanTUBHOIO HaBYaHHS 3a HaBYarnbHMM NaHOM, L0 aBTOMAaTUYHO 3MiHIOE CKNagHiCTb cepefoBuLLa (KinbKIiCTb i LUBUAKICTb
nepeLLKof) 3anexXHo Bif MOTOYHOI YCNLLUHOCTI areHTa.

Pe3ynbTatn pocnigkeHHA. 3anpornoHoBaHe MOEAHaHHS adanTUMBHOTO HaB4YaHHS MobinbHoro pobota Husky y cknagHux
OVHaMiYHUX cepepoBuLLax i ribpuaHoi dyHKLUiT BMHaropoay niABULLMIIO NOKa3HWK ycnilHOCTi Hagirauii Ha 35—40 % nopiBHSAHO i3 NpsiMUM
HaBYaHHAM Yy CKNagHuX cueHapisx. [NpoBeaeHni NOPIBHAMNBHWUI aHani3 anroputMiB MallMHHONO HaBYaHHA NPOAEMOHCTPYBaB HavBULLY
afanTMBHICTL 40 HecTauioHapHUX YMOB i Havikpally edeKTUBHICTb BUKOpUCTaHHS Aocsigy B anroputma SAC, sikuiA JOCATr YCiLLHOCTI
y 89 % BunaakiB 3acTocyBaHHA 3@ MiHiManbHOT KiflbKOCTi 3iTKHEHb.

BucHoBku. 3anponoHoBaHo anroputm 6eskapTorpadiyHoi HaBirauii aBToHOMHOro MobinbHoro po6oTta Husky B cknagHux
OVMHaMiYHUX cepeoBuLLaX, OCHOBaHWI Ha NOEAHAHHI afanTUBHOMO HaBYaHHS i Pi3MYHO iHTEepnpeToBaHoI ribpuaHoI dyHKUIT BUHaropoau.
MpoBeneHi ekcnepumeHT B cumynsitopi PyBullet nigTBepannu, wo noetanHe Ta aganTuBHe 36inblUeHHS CKNagHOCTI cepefoBuLla
cTabiniaye npoLec HaB4YaHHSA Cy4acHUX anropuTMmiB rMmnbokoro HaB4aHHs 3 nigkpinneHHsam (PPO, SAC ta TD3).

KnioyoBi cnoBa: MallMHHe HaBYaHHS 3 MiAKPINNEeHHsM; HaBirauis 6e3 kapTorpadii; MoGinbHI poboTW; CcUCTEMU KepyBaHHS;
aBTOHOMHICTb poboTiB.
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