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AUTONOMOUS INDEX RECOMMENDATION SYSTEM FOR RELATIONAL DATABASES
BASED ON COST-MODEL AND PLAN COVERING

Background. Indexing is a key tool for improving the performance of relational databases, but manual
index selection remains complex and subjective. As data volumes grow, the demands on the adaptability
of optimisation systems increase. Machine and deep learning-based approaches provide high accuracy, but
require significant resources and have a “cold start” problem, which necessitates autonomous solutions with
balanced accuracy and complexity characteristics.

Objective. Development and experimental evaluation of an autonomous index recommendation sys-
tem that combines a Query Cost-Model with a Plan Covering algorithm to improve query performance in
relational databases while simultaneously taking into account the cost of index storage.

Methods. The system has a pipeline architecture and includes a workload analyser, a cost model, and
a Plan Covering algorithm. The analyser generates a query profile, the cost model evaluates their performance
with hypothetical indexes, and the algorithm performs a greedy index selection based on the benefit-to-cost
ratio. Experimental testing was performed on a synthetic e-commerce system dataset in the PostgreSQL en-
vironment.

Results. The system generated 7 index recommendations, of which 6 were successfully created. The
average query execution time improvement was 22.54 %, with the largest improvement (26.06 %) being
obtained for the most frequently executed query with the JOIN operation. The total execution time of all
queries decreased from 0.2751 s to 0.2131 s.

Conclusions. The proposed combination of Cost-Model and Plan Covering provides effective auto-
mation of the indexing process without the use of resource-intensive neural network approaches, demon-
strating a significant improvement in performance and rational use of storage resources.

Keywords: database indexing; query optimisation; autonomous recommendation systems; cost mode;
Plan Covering.

Introduction

Database performance optimisation is a fun-
damental prerequisite for the efficient operation of
modern information systems. Among the most ef-
fective means of accelerating query execution, in-
dexing holds a prominent place. However, manu-
ally selecting an optimal set of indexes remains a
complex, laborious, and largely subjective process.
Consequently, the automation of index design has
gained renewed momentum in recent scientific re-

search. Analysis of the current body of literature re-
veals a dominance of English-language publications,
reflecting global trends in IT science development.
Notably, researchers from leading Asian universities
and research centers have made significant contribu-
tions to shaping modern approaches to optimisation
[1—4].

The current spectrum of solutions in this field
[1] encompasses both classical heuristic and deter-
ministic algorithms, as well as adaptive systems built
on machine learning [2] and deep reinforcement
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learning methods [3, 4]. Despite their high autono-
my and self-learning capabilities, these approaches
are characterised by high computational costs, imple-
mentation complexity, and the “cold start” problem.
Under resource constraints, the use of resource-in-
tensive neural network models is often economically
and technologically impractical. Therefore, the scien-
tific challenge of finding a compromise between the
accuracy of recommendations, system stability, and
computational complexity remains relevant. Classical
deterministic algorithms, such as Plan Covering, re-
tain their competitiveness due to their transparency,
reproducibility of results, and predictable behaviour.

Methods

This research employed a combination of theo-
retical and experimental methods to ensure the va-
lidity of the findings.

During the theoretical stage, methods of struc-
tural analysis, systematisation, and comparison of
scientific sources were used to investigate contem-
porary approaches to automated index recommen-
dation in relational databases. Existing methods were
classified based on their construction principles, and
a comparative analysis of deterministic algorithms
and machine learning methods regarding their effec-
tiveness in optimising SQL queries was conducted.

To formalise the task of index selection, mathe-
matical modelling was applied, including the con-
struction of a Query Cost-Model that considers costs
associated with table scanning, index usage, and que-
ry frequency. The problem of selecting an optimal set
of indexes was formalised as a combinatorial optimi-
sation problem with storage budget constraints.

The Plan Covering algorithm was implemen-
ted for index selection using an optimisation method
that sequentially maximises the ratio of benefit to
storage cost.

The autonomous index recommendation sys-
tem’s effectiveness experimental validation, which
combines the Cost-Model and Plan Covering algo-
rithm, was performed through computational experi-
ments based on a synthetic dataset simulating typical
workloads of an e-commerce system. Performance
evaluation involved measuring the execution time
of SQL queries before and after applying recom-
mended indexes, followed by statistical averaging of
the results.

Descriptive statistics methods were employed
to process experimental results, including calculating
mean values, percentage improvements, and an
integrated performance indicator considering query
frequencies.

Problem Statement

The paper aims to develop and experimental-
ly evaluate an autonomous index recommendation
system that combines a Query Cost-Model with the
Plan Covering algorithm. The goal is to improve
query performance while considering the storage
cost of indexes. This approach seeks to balance
recommendation effectiveness with computational
simplicity, avoiding resource-intensive neural net-
work techniques.

Autonomous Index Recommendation System
Architecture and Plan Covering Algorithm

The proposed system consists of three main
components:

— Workload Analyser: collects and analyses in-
coming queries;

— Cost-Model: evaluates the cost of executing
queries with different index configurations;

— Plan Covering algorithm: selects an optimal
set of indexes based on performance improvement
within a given storage budget.

These components interact in a sequential data
processing pipeline. The process initiates with the
Analyser gathering actual query statistics to estab-
lish a contemporary system workload profile. The
data is subsequently transmitted to the Cost-Mo-
del, which functions as a virtual optimiser: it emu-
lates the existence of theoretical indexes (utilising
a “what-if” mechanism) and computes the anti-
cipated decrease in query execution costs without
the need to physically establish any data structures.
Ultimately, the Plan Covering algorithm employs
these cost estimates as input parameters to address
a combinatorial optimisation challenge, pinpointing
a selection of indexes that enhances performance
improvement within the designated memory budget.
The Cost-Model assesses the execution of query Q
with index set 7 as (1) [1, 2]:

Cost(Q,1)= Y. (1)
opeOperation(Q)
where cost(op, 1) is the cost of op operation given
I indexes.
For table scan operation (2):

cost(op,]),
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where |T'| is the table size; [R] is the result size; c,,,
and c,,,, are cost constants.

Let’s describe the Plan Covering algorithm.

Input Data:

— a set of queries Q = {g1, q2, ..., gn};

— a set of index candidates C = {cl, 2, ..., cm}.

Output Data:

— optimal set of indexes /*

Algorithm:

Step I: Initialisation.

1.1. Initialise the optimal set of indexes /* as
an empty set:

— I'*= @ (empty set).

1.2. Initialise the benefit dictionary, benefit, as
empty:

— benefit = @ (empty dictionary).

Step 2: Calculate benefit for each candidate.

For each candidate ci from the set C do:

2.1. Set initial benefit:

— benefit[ci] = 0.

2.2. For each query ¢j from the set Q do:

2.2.1. Calculate the cost of executing query gj
with the current set of indexes /*

— cost_old = Cost(qj, 1%).

2.2.2. Calculate the cost of executing query gj
by adding candidate ci:

— cost_new = Cost(qj, I* U {ci});

— (where symbol U denotes set union).

2.2.3. Update the benefit for candidate ci:

— benefit[ci] = benefit[ci] + (cost_old — cost_
new);

— (Benefit equals the decrease in query execu-
tion cost).

Step 3: Select optimal set of indexes.

While the candidate set C is not empty, do:

3.1. Find the best candidate with the maximum
benefit-to-storage cost ratio:

— ¢ _best = argmax_{c € C} (benefit|c] / sto-
rage(c)),
where:

— benefit[c] is the total benefit from index c;

— storage(c) is the storage cost of index c;

— argmax means finding the argument (candi-
date) for which the function reaches its maximum.

3.2. Add the best candidate to the optimal set:

— I*= I*U {c best};

— (add c_best to the set 1%).

3.3. Remove the best candidate from the can-
didate set:

— C= C\ {c_best};

— (remove c_best from the set C).

3.4. Update benefit for remaining candidates
considering the new index c_best;

— (Since adding a new index may change the
benefit of other candidates).

Step 4: Result return.

Return the optimal set of indexes 7*

The Plan Covering algorithm is a greedy al-
gorithm that sequentially selects indexes with the
maximum benefit-to-storage cost ratio. The benefit
of an index is defined as the sum of reductions in
execution cost for all queries that can use this index.
The algorithm considers query execution frequen-
cies through the Cost function, which may multiply
the execution cost by the query frequency.

The subsequent points outline the essential
characteristics of the algorithm:

1. It considers both the benefit of improved
performance and the storage cost of indexes, thereby
preventing the creation of an excessive number of
indexes.

2. Index selection is determined by the bene-
fit-to-cost ratio, rather than solely by the benefit
itself, thereby guaranteeing the optimal utilisation of
storage resources.

3. Following the addition of each index, the
benefit for the other candidates is reassessed, since
the introduction of a new index can alter the effica-
cy of the existing indexes.

4. The algorithm continues to operate until
every candidate has been evaluated or the storage
budget limit is reached.

Experimental Evaluation of the Autonomous
Index Recommendation System Efficiency

To verify the effectiveness of the proposed auto-
nomous indexing recommendation system based
on Cost-Model + Plan Covering, a series of expe-
riments was conducted on a synthetic dataset. The
goal of the experimental evaluation was to deter-
mine how effectively the system can automatically
generate index recommendations and improve query
execution performance compared to a baseline con-
figuration without indexes. Experiments included
measuring query execution time before and after ap-
plying recommended indexes, analysing the number
of generated recommendations, and evaluating the
overall improvement in system performance.

Experiments were conducted on PostgreSQL
15 in a Docker container with the following para-
meters:

— database: PostgreSQL 15 (Alpine Linux);

— environment: Docker container;

— database size: 61 000 records (10 000 cus-
tomers + 1000 products + 50 000 orders);
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— measurement method: each query was exe-
cuted 3 times to average the results.

Experiments were conducted on a synthetic
dataset modelling a typical e-commerce system:

— customers table — 10 000 records (customers
with the following fields: name, email, city, registra-
tion_date);

— products table — 1000 records (products with
the following fields: name, category, price, stock
quantity);

— orders table — 50 000 records (orders with
the following fields: customer id, product id,
order_date, quantity, total amount).

— average execution time improvement: 22.54 %;

— total performance improvement: 22.54 %;

— execution time before optimisation: 0.0550 s
(average), 0.2751 s (total);

— execution time after optimisation: 0.0426 s
(average), 0.2131 s (total);

— number of recommended indexes: 7;

— number of successfully created indexes: 6.

Table 1 presents the precise numerical values
of query execution durations prior to and following
optimisation.

Table 1. Results of query performance improvement

Five test queries of differing complexity

Time Time Improvement,

were developed: Request | Frequency before. s |  after. s %

1. Simple SELECT with WHERE and ’ .
ORDER BY (frequency: 10). 1 10 0.0065 0.0057 11.78

2. JOIN with WHERE condition (fre- 2 15 0.2186 0.1617 26.06
quency: 15).

3. GROUP BY with aggregation (fre- 3 8 0.0035 0.0035 -0.12
quency: 8).

4. Complex JOIN with GROUP BY and ! : 0.0165 0.0143 1317
HAVING (frequency: 5). 5 12 0.0300 0.0279 7.00

5. Subquery with ORDER BY (frequen-
cy: 12).
The following metrics were used to evaluate the
system’s effectiveness:
1. Execution time improvement (3):
before

Mxm%,
before
where T, and T, are the execution times before
and after optimisation.

2. Average improvement — arithmetic mean
improvement across all queries.

3. Total improvement — improvement in total
execution time taking into account query frequency.

4. Number of recommended indexes — the
number of indexes generated by the Plan Covering
algorithm.

5. Number of successfully created indexes —
the number of indexes that were successfully created
in the database.

Each query was performed three times to ave-
rage the results and reduce the influence of random
factors.

All experimental results were recorded and or-
ganised for analysis, and are accessible for repro-
duction.

Research findings indicated that the proposed
system yields the subsequent outcomes. The system
evaluated 5 test queries and produced 7 index re-
commendations, out of which 6 were successfully
established. The results obtained are as follows:

3)

The most significant enhancement (26.06 %)
was realised for query 2, which exhibits the highest
execution frequency (15) and involves a JOIN ope-
ration. This validates the system’s capability in pin-
pointing critical indexes for the most frequently used
queries. Figures 1 and 2 depict the overall patterns in
performance variations and facilitate a visual assess-
ment of the efficiency of the suggested indexes.

Performance Improvement by Queries
26.1%

Improvement (%)

0.1%

Query 1 Query 2 Query 3

Query Number

Query 4 Query 5

Fig. 1. Comparison of query performance before and after

optimisation

The system generated the following index recom-
mendations:

— customers (city) — for filtering by city;

— orders (customer_id) — for JOIN operations;

— products (stock quantity) — for filtering by
availability;
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Query Performance Comparison

= Before Optimization
W After Optimization

Execution Time (seconds)

om - B

Query 4 Query 5

Query 3
Query Number
Fig. 2. Query performance improvement, %

— customers (customer_id) — for JOIN opera-
tions;

— orders (order_date) — for filtering by date;

— customers (registration_date) — for sorting;

— orders (category) — not created (column
does not exist).

An examination of the execution duration for
each stage of the experiment facilitates an assessment
of the impact of every system component on the over-
all performance. As illustrated in Fig. 3, the majority
of the time is allocated to the Cost-Model operation
and candidate evaluation, whereas workload analysis
and the final index selection occupy a minimal frac-
tion of the total time. This observation underscores
the computational efficiency of the proposed meth-
odology and its appropriateness for implementation
in systems characterised by dynamic workloads.

Execution Time of Experiment Stages

15 20 25
Execution Time (seconds)

Fig. 3. Duration of the execution phases of the experiment

To comprehensively assess the effectiveness
of the proposed system, summary metrics from the
experiment were computed, which included perfor-
mance improvement, query execution duration prior
to and following optimisation, along with the count
of indexes that were generated and created. The
findings are displayed in Table 2.

All experimental data, encompassing detailed
metrics for each query, were preserved in structured

CSV and JSON formats to facilitate analysis, further
processing, and result reproduction.

Table 2. Results of query performance improvement

Metric Value

Performance gain (average) 22.54 %
Performance gain (overall) 22.54 %
Time before optimisation (average) 0.0550 s
Time after optimisation (average) 0.0426 s
Time before optimisation (overall) 0.2751 s
Time after optimisation (overall) 0.2131s
Number of recommended indexes 7

Number of successfully created indexes 6

To exemplify the effectiveness of the results
obtained, consider an instance of applying the sys-
tem to a real e-commerce dataset. The system eva-
luated five test queries of varying complexity and
automatically produced seven index recommenda-
tions. The most significant query (query 2 with a
frequency of 15) realised a performance enhance-
ment of 26.06 %, showcasing the system’s capabi-
lity to accurately identify and optimise the most
frequently utilised queries. The generated indexes
contributed to a reduction in the total execution
time of all queries from 0.2751 seconds to 0.2131
seconds, representing a substantial improvement
for high-load systems.

Future research avenues include broadening
the functionality and enhancing the accuracy of the
proposed system. A promising direction involves the
integration of machine learning techniques to re-
fine the accuracy of the query Cost-Model, enabling
more precise predictions of index efficiency based
on historical query execution data and fluctuations
in workload.

A crucial area for further investigation is
the development of mechanisms for the dynam-
ic adaptation of indexes in response to workload
changes, which would enable the system to auto-
matically refresh the index configuration when
the nature of queries or data structure evolves,
eliminating the need to rerun the recommenda-
tion process.

Another promising path is the expansion of the
system to accommodate complex types of indexes,
such as Generalized Inverted Index and Generalized
Search Tree, which are utilised for specialized data
types and search operations, thereby broadening the
system’s applicability to a wider array of database
optimisation tasks.
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Conclusions

The study introduces an autonomous index
recommendation system tailored for relational da-
tabases, which integrates a Query Cost-Model with
the Plan Covering algorithm. This innovative sys-
tem employs a pipeline approach that encompasses
workload analysis, assessment of SQL query execu-
tion costs, and a greedy selection process for indexes
based on the criterion of benefit-to-storage cost ratio.

Experimental investigations carried out on a
synthetic dataset simulating an e-commerce system
demonstrated that the system is capable of autono-
mously generating effective index recommendations
without resorting to resource-intensive machine lear-
ning techniques. Throughout the experiment, seven
index recommendations were produced, six of which
were successfully implemented within the database.

The results obtained validated the efficacy of
the proposed method: the average reduction in SQL
query execution time was 22.54 %, and the total exe-
cution time for all queries diminished from 0.2751
seconds to 0.2131 seconds. The most significant op-
timisation effect (26.06 %) was noted for the most
frequently executed JOIN query, thereby affirming
the accuracy of the mechanism that accounts for
query execution frequency.

Consequently, the findings of this research sub-
stantiate the effectiveness of the autonomous index
recommendation system based on Cost-Model and
Plan Covering as a viable tool for automating the in-
dexing process in relational databases. The suggested
approach strikes a balance between query perfor-
mance and storage costs, rendering it appropriate for
application in real information systems characterised
by dynamic workloads.
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[ony6iHka B.IM.

ABTOHOMHA CUCTEMA PEKOMEHIALIT IHOEKCIB AN PENALIMHUX BA3 JAHVX HA OCHOBI COST-MODEL TA PLAN
COVERING

Mpobnemartuka. |HOekcauis € knio4YoBMM 3acob60OM MiABUWLLEHHS MPOAYKTUBHOCTI pensuinHux 6a3 gaHux, ogHak pydHuii Bubip
iHOEKCIB 3anuWwaeTbCst CKNagHUM i cy6’ekTuBHMM. 3i 3pocTaHHsIM 06cCsriB AaHuX MiABULLYIOTLCS BMMOMM A0 adanTUBHOCTI CUCTEM
onTtumisaduii. Migxoam Ha OCHOBI MaLUMHHOTO i rMMBOKOro HaBYaHHS 3abe3neyyTb BUCOKY TOYHICTb, ane noTpebytoTb 3Ha4YHUX pecypciB
i MaloTb Npobremy «XornogHOro CTapTy», LU0 3yMOBMHE HEOOXiAHICTb aBTOHOMHUX pilleHb i3 3b6anaHcoBaHNMK XapakTepucTuKkamm
TOYHOCTI Ta CKIagHOCTI.

MeTa pocnigxeHHs. Po3po6neHHs Ta ekcnepMMeHTarnbHe OLiHIOBaHHS aBTOHOMHOI CUCTEMM pekoMeHAauii iHAeKciB, Lo NoeaHye
Mofenb BapTocTi BUKOHaHHs 3anuTiB (Cost-Model) 3 anroputmom Plan Covering Ans nigBULLEHHSI NPOAYKTUBHOCTI BUKOHAHHS 3anuTiB
y pensuiiHnx 6asax AaHux 3 O4HOYACHWM BpaxyBaHHSIM BapTOCTi 36epiraHHst iHaeKcIB.

MeToauka peanisauii. Cuctema mae KOHBEEPHY apXiTEKTypy i BKIOYae aHanisatop pobo4voro HaBaHTaXeHHs, MoAenb BapTOCTi
1 anroput™ Plan Covering. AHanizaTtop cdopmye npodinb 3anuTiB, MOAemNb BapTOCTi OLIHIOE iX BUKOHAHHS 3 TNOTETUYHUMU iHAEKCaMU,
a anropuTM 3AiNCHI0E xafibHuin BMOIp iHAEKCIB 3a CMiBBiAHOLIEHHSIM BUroau 0 BapToCTi 36epiraHHs. ExcnepumeHTansHy nepesipky
BMKOHaHO Ha CMHTETUYHOMY Habopi AaHUX e-commerce cuctemu B cepefoBuLli PostgreSQL.

Pe3ynbTatn pgocnipkeHHA. Cuctemoro 3reHepoBaHO 7 pekoMeHgauii iHaekciB, 3 skux 6 6yno ycniwHo ctBopeHo. CepenHe
NOKpaLLEHHS Yacy BUKOHaHHSA 3anuTiB cknano 22,54 %, a HanbinbLue nokpatleHHsi (26,06 %) oTpumaHo Anst HanbinbLL 4acTo BUKOHYBAHOMO
3anuTy 3 onepaduieto JOIN. 3aranbHuii Yac BUKOHaHHS BCix 3anuTiB 3meHwwmBes 3 0,2751 ¢ go 0,2131 c.
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BucHoBku. 3anponoHoBaHe noegHaHHsi Cost-Model i Plan Covering 3abe3nevye ecekTBHy aBTOMaTu3aLito npouecy iHgekcawii
6e3 BUKOPUCTaHHSI PeCypCOEMHMX HEMPOMEPEXEBMX MiAXOAIB, AEMOHCTPYOYM CYTTEBE MOKPaLLEHHS NPOAYKTMBHOCTI i pauioHanbHe

BMKOPWCTaHHS pecypciB 36epiraHHs.
KntoyoBi cnosa: iHaekcauis 6a3 gaHux; onTyMisaLisi 3anvTiB; aBTOHOMHI CUCTEMU pekoMeHaaLiin; moaernb BapTocTi; Plan Covering.
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